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Abstract

Security Orchestration, Automation, and Response (SOAR) platforms have become increasingly important in
cybersecurity operations by integrating heterogeneous security tools, automating repetitive tasks, and coordinat-
ing incident response activities. More recently, Artificial Intelligence (AI) techniques have been incorporated
into SOAR environments to improve alert triage, anomaly detection, prioritization, and response execution.
Although this integration enhances operational scalability and analytical capacity, it also raises ethical issues
in the development and use of this technology combination. Hence, a relevant research question arising from
this combination is: what ethical issues arise from combining Al with SOAR, and how they are represented? To
address this problem, this paper presents an ontology to represent ethical issues arising from the combination
of AT with SOAR. The ontology is grounded in an Ontology Requirements Specification Document (ORSD) and
modeled in OntoUML, a graphical ontology modeling language based on the Unified Foundational Ontology
(UFO). The proposed task ontology organizes the domain’s structural and dynamic aspects into four views:
technical infrastructure, operational processes, governance and supervision, and ethical consequences and risks. The
state-of-the-art tools for OntoUML modeling support semi-automated ontology syntax verification and promote
semantic interoperability by serializing the model into Semantic Web languages such as JSON and gUFO. The
ontology model is evaluated through a critical analysis grounded in the principles of ontological modeling in
OntoUML and the technical guidelines of Cybersecurity governance.
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1. Introduction

The increasing complexity, scale, and velocity of cyber threats have significantly transformed the
operational demands imposed on contemporary Security Operations Centers (SOC). Organizations
must continuously monitor heterogeneous digital infrastructures while processing large volumes of
alerts generated by security information and event management systems, intrusion detection systems,
endpoint monitoring tools, and threat intelligence platforms. In this context, cybersecurity operations
increasingly depend on technological mechanisms that integrate distributed sources of information,
reduce manual effort, and accelerate incident response [1].

Security Orchestration, Automation, and Response (SOAR) platforms have emerged as an important
architectural component of this operational landscape. SOAR systems support the integration of het-
erogeneous security technologies, automate repetitive tasks, and coordinate incident response activities
through predefined operational workflows commonly referred to as playbooks. These platforms improve
operational efficiency, reduce response times, and increase the scalability of security operations [1].

More recently, Artificial Intelligence (AlI) techniques have been progressively incorporated into SOAR
environments [2]. Machine learning models and data-driven analytical mechanisms are increasingly
used to support alert classification, anomaly detection, prioritization of security events, and automated
or semi-automated response recommendations [3]. In some operational contexts, Al-enabled SOAR
systems may autonomously trigger response actions based on inferred classifications or predictive
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assessments. This integration expands the analytical capabilities of cybersecurity operations and enables
higher levels of adaptive automation [4, 5]

However, the incorporation of Al into highly automated cybersecurity environments also introduces
important ethical challenges . Automated decisions may directly affect users, digital services, and
organizational assets, often under conditions of uncertainty, opacity, and time pressure. Risks associated
with algorithmic bias, limited explainability, excessive automation, automation bias, and difficulties in
assigning accountability become particularly critical when Al-generated outputs influence or trigger
operational actions [6, 7, 8, 9]

Although the cybersecurity literature provides extensive operational discussions of SOAR architec-
tures, playbooks, and response automation, existing representations are predominantly architectural in
nature. They typically describe workflows, tools, and operational sequences, but often do not explicitly
formalize the semantic relationships among technical artifacts, human actors, governance mechanisms,
and ethical consequences. Consequently, important concepts such as decision traceability, responsibility
allocation, governance oversight, and harmful impacts are often left implicit or only informally de-
scribed. Besides, Al-enabled SOAR environments constitute socio-technical systems in which technical
components, organizational actors, institutional constraints, and ethical properties interact dynamically.
Capturing these interactions requires conceptual precision to represent the system’s structure, events,
dependencies, roles, and accountability relations. In this context, this paper addresses the ethical risks
of combining AT with SOAR and how they could be formally represented.

This work is guided by the Design Science Research (DSR) methodology [10, 11]. In DSR, a research
project cycle typically involves three major activities: (1) problem investigation, (2) treatment design,
and (3) artifact validation and evaluation. In this work, the problem investigation phase was documented
through an Ontology Requirements Specification Document (ORSD) [12, 13], which defines the compe-
tency questions and non-functional requirements that the proposed reference model must satisfy. The
treatment design phase was conducted using OntoUML modeling principles and ontological foundations
[14, 15]. The artifact validation and evaluation are preliminary and consist of a critical analysis of the
ontology model based on cybersecurity and trustworthy Al governance principles [1, 9, 16], as well as
ontology engineering and OntoUML best practices [17, 14].

The remainder of this article is organized as follows. Section 2 presents a theoretical foundation
of SOAR, and the research methodology based on Design Science is further explained in Section 3.
The Ontology Requirements Specification Document (ORSD) is described in Section 4. Section 5
presents the proposed ontology in OntoUML, and its critical analysis follows in Section 6. Section
7 qualifies this work regarding companion research. Finally, Section 8 brings some conclusions and
future research directions.

2. Theoretical Foundation

Security Orchestration, Automation, and Response (SOAR) platforms have become an important com-
ponent of contemporary cybersecurity operations, particularly in Security Operations Centers (SOCs),
where large volumes of heterogeneous alerts must be continuously analyzed and managed. In opera-
tional environments characterized by increasing attack complexity, growing numbers of interconnected
assets, and limited human resources, SOAR systems support the integration of heterogeneous security
technologies, automate repetitive operational tasks, and coordinate incident response activities through
predefined workflows known as playbooks [1].

Technically, SOAR platforms serve as orchestration mechanisms to connect multiple tools, including
Security Information and Event Management (SIEM) systems, endpoint detection and response (EDR)
platforms, intrusion detection systems, threat intelligence repositories, and ticketing systems. By
coordinating these components, SOAR platforms contribute to faster response times, greater consistency
in operational procedures, and greater scalability of security operations [18, 5].

More recently, Al techniques have been incorporated into SOAR environments. Machine learning
models support alert classification, anomaly detection, incident prioritization, decision recommenda-



tions, and automated response execution [3, 4]. This combination of orchestration, automation, and
intelligent analytical mechanisms has led to what may be described as Al-enabled SOAR. In such envi-
ronments, operational decisions may be generated partially or fully through computational inference
processes, enabling more adaptive and scalable cybersecurity operations.

The incorporation of Al into SOAR environments, however, also introduces important ethical concerns.
One of the central issues involves the opacity of machine learning models. In many situations, automated
classifications, recommendations, or response decisions are not fully interpretable by analysts, auditors,
or affected stakeholders, limiting transparency and impairing post hoc justification processes [6, 7].
In Al-enabled SOAR environments, this lack of explainability directly affects ethical requirements
associated with accountability, contestability, and human oversight, particularly when automated
outputs influence operational security actions.

Another relevant ethical concern involves algorithmic bias. Training datasets may contain incomplete,
distorted, or historically biased patterns capable of influencing model behavior and generating system-
atically unfair or erroneous outcomes [8]. In Al-enabled SOAR environments, such distortions may
affect ethical dimensions related to fairness, proportionality, reliability, and justified decision-making,
especially when automated prioritization mechanisms influence how incidents, assets, or users are
treated during cybersecurity operations [4].

In addition, Al-enabled SOAR systems present strong interdependencies among Al models, automated
workflows, operational procedures, and human actors. An incorrect inference generated by an Al
model may propagate through automated playbooks and trigger operational actions without sufficient
human verification. As a consequence, ethical concerns such as responsibility attribution, governance
failures, insufficient oversight, and lack of accountability cannot be understood exclusively as isolated
technical failures. Instead, they emerge from socio-technical interactions involving computational
models, organizational procedures, institutional constraints, and human decision-making processes [9].

These concerns are increasingly reflected in contemporary Al governance frameworks. International
initiatives such as the OECD Principles on Artificial Intelligence [19], the UNESCO Recommendation
on the Ethics of Artificial Intelligence [20], the Ethics Guidelines for Trustworthy Al of the European
Commission [16], and the NIST Al Risk Management Framework [1] emphasize principles such as
transparency, accountability, human oversight, robustness, contestability, and risk-based governance.
In Brazil, similar concerns appear in the ongoing debate surrounding PL 2338/2023, which proposes a
regulatory framework for artificial intelligence based on risk classification and governance requirements
[21].

From a conceptual perspective, Al-enabled SOAR environments can therefore be understood as socio-
technical systems in which technical components, organizational structures, governance mechanisms,
operational procedures, and ethical consequences dynamically interact. Capturing these interactions
requires conceptual representations capable of explicitly modeling entities, relations, events, dependen-
cies, responsibilities, and normative constraints within a unified semantic structure. In this context,
ontologies become particularly relevant because they support the formal integration of technical, or-
ganizational, governance, and ethical concepts into a shared and semantically consistent vocabulary,
enabling the structured analysis of accountability relations, governance dependencies, and ethical risks
in Al-enabled SOAR environments.

In the field of Ontology Engineering, OntoUML represents an appropriate approach for the semi-
formal specification of reference ontologies, since it provides a graphical modeling language grounded
in Unified Foundational Ontology (UFO) and based on UML class diagrams. OntoUML offers philo-
sophically grounded stereotypes that enable the construction of conceptual models understandable
not only by information systems specialists but also by domain experts unfamiliar with Semantic Web
languages such as OWL [14, 15]. In this work, OntoUML is adopted to model and integrate the ethical,
organizational, governance, and technical dimensions associated with Al-enabled SOAR environments.
More specifically, the proposed ontological approach seeks to provide a semantically grounded concep-
tual representation capable of supporting the identification, interpretation, and analysis of ethical risks
associated with automated cybersecurity operations.



3. Research Method

This study was guided by principles of Design Science Research (DSR), a methodological paradigm that
seems adequate for addressing problems of technical, organizational, and societal relevance [10, 11]. The
target artifact is a reference ontology to represent Al-enabled SOAR systems to support the analysis of
ethical risks associated with Al-driven automation in cybersecurity governance. A DSR-based research
methodology typically proceeds through three phases: problem investigation, artifact design, and
artifact evaluation. The execution of these phases is described as follows.

3.1. Problem Investigation

In DSR, problem investigation may involve methods such as literature reviews, interviews, case studies,
and document analysis. In this work, however, the investigation phase was primarily conducted through
the elaboration of the Ontology Requirements Specification Document (ORSD), which provided a
structured characterization of the conceptual challenges associated with Al-enabled SOAR environments.

In ontology engineering, the ORSD establishes the conceptual contract that guides ontology devel-
opment [12]. In particular, the competency questions defined in the ORSD were used to identify the
entities, relations, governance structures, ethical concerns, and operational dependencies that should
be represented by the ontology. Therefore, the ORSD simultaneously supported the definition of the
ontology scope and the clarification of the conceptual problem addressed in this research.

3.2. Artifact Design

The artifact design followed established ontology engineering practices [12, 13]. Since the ORSD already
supported the investigation and delimitation of the conceptual problem, the design phase started with
conceptual modeling activities.

Based on the requirements identified in the ORSD, the ontology was developed as a semi-formal
conceptual model expressed in OntoUML. Although ontology engineering processes frequently include
subsequent operationalization stages using formal languages such as OWL, this research focuses on the
conceptual specification stage, providing a reference ontology intended to support the representation
and discussion of Al-enabled SOAR environments and their associated governance and ethical aspects.

3.3. Artifact Evaluation

The evaluation conducted in this study consisted of a theoretical and conceptual critical analysis of
the proposed ontology. Rather than focusing on empirical validation with end users or deployment in
operational environments, the evaluation emphasized the analysis of conceptual adequacy, semantic
coherence, and prospective utility of the model.

The evaluation process comprised three complementary steps. First, a syntactic and semantic
verification of the ontology was conducted to assess the internal consistency of the represented entities,
relations, events, dependencies, and constraints. Second, the ontology was analyzed with respect to its
alignment with the competency questions and conceptual requirements specified in the ORSD. Finally,
the evaluation examined the adequacy of the ontology to represent relevant concepts associated with
Al-enabled SOAR environments, including governance arrangements, automated decision-making
processes, ethical risk categories, accountability relations, organizational roles, Al components, and
control mechanisms.

4. Ontology Requirements Specification Document (ORSD)

The development of the proposed ontology was guided by an Ontology Requirements Specification
Document (ORSD), which establishes the semantic boundaries of the domain and provides traceability
between domain requirements and subsequent conceptual modeling decisions [12].



Table 1
Ontology Requirement Specification Document

Purpose

To build an ontology to represent the domain of Al-enabled SOAR systems, covering ethical risks associated
with Al-driven automation in cybersecurity operations. The ontology should formalize the relationships
among technical components, automated decision-making processes, organizational actors, governance
mechanisms, and potential harmful impacts.

Scope

The ontology must cover four conceptual views: (1) technical infrastructure, e.g., SOAR platforms, artificial
intelligence models, and training datasets; (2) operational processes, e.g., alerts, inference events, automation
events, playbooks, and security actions; (3) governance and supervision, encompassing accountability
structures, audit mechanisms, and compliance-related artifacts; and (4) ethical risks, e.g., biases, harmful
impacts, and affected stakeholders.

Implementation Language

OntoUML will be used to specify the reference model. The state-of-the-art tools enable semi-automated
model serialization to JSON, Turtle, and OWL.

Intended End-Users

1. Security analysts analyzing decision-making processes and operational dependencies.

2. Auditors interested in supporting traceability analysis, compliance verification, and post-incident
investigation.

3. Governance and risk professionals willing to examine accountability structures and ethical implications of
automated cybersecurity operations.

4. Engineers and system designers may employ the ontology as a conceptual basis for the development of
safer and more governable Al-enabled security systems.

5. Scholars interested in socio-technical risks and governance challenges in Al-enabled cybersecurity
environments.

Intended Uses

1. To identify and analyze ethical risks associated with Al-driven automation, e.g., opacity, bias, harmful
impacts, and excessive automation.

2. Support governance-oriented reasoning by making explicit accountability structures, human oversight
arrangements, and organizational control mechanisms.

3. Enable auditing and investigative activities by enabling the conceptual reconstruction of decision paths
and operational consequences.

Ontology Requirements

Non-Functional Requirements

- Findability: The OntoUML model files (.vpp) are publicly available in an anonymized repository, allowing
discovery, retrieval, and reuse through persistent online access:
https://anonymous.4open.science/r/OntoUML-CF83/

- Accessibility: The ontology was developed using the free and permanent version of Visual Paradigm
Community Edition. The model can also be accessed through other open tools supporting Visual Paradigm
files and OntoUML representations.

- Interoperability: The ontology model is represented in Visual Paradigm (.vpp) format and supports export to
JSON and gUFO representations, enabling integration with Semantic Web technologies and ontology
engineering tools.

- Reusability: The ontology artifacts are distributed as open-source resources and follow OntoUML
conceptual modeling principles and patterns, enabling reuse, extension, adaptation, and incorporation into
future ontology engineering efforts without requiring substantial restructuring.



Functional Requirements: Competency Questions '

CQG1. Decision and Artificial Intelligence
CQ1. Which Al model produced a decision regarding a given alert?
CQ2. Which training data were used to train the model involved in that decision?
CQ3. Which operational action was executed as a consequence of that decision?

CQG2. Operational Processes
CQ4. Which playbook generated a specific security action?
CQ5. Which alerts triggered a given automation process?
CQG3. Governance and Accountability
CQ6. Who is responsible for a particular Al model or playbook?
CQ7. Which actions were audited and by whom?
CQG4. Risks and Impacts

CQ8. Which ethical or operational risks are associated with a given decision?

CQ9. What impacts were produced for affected users or organizational assets?

Pre-Glossary of Terms

- AlModel - SOARPlatform - TrainingDataset - Alert

- Playbook - InferenceEvent - AutomationEvent - SecurityAction

- Risk - Impact - Analyst - ModelOwner

- PlaybookOwner - Audit - ComplianceReport - GovernanceFramework

5. Ontology Model in OntoUML

OntoUML is an ontology modeling language grounded in the Unified Foundational Ontology (UFO),
designed to represent domain structures and relations through explicit ontological distinctions rather
than solely through syntactic modeling conventions [14, 15]. OntoUML supports the representation
of the structural and dynamic dimensions of socio-technical systems while explicitly capturing their
internal semantic dependencies, making it suitable for the conceptualization of Al-enabled SOAR
environments. These environments involve not only technical components and operational workflows
but also human actors, governance structures, accountability relations, and ethical consequences.
Conventional architectural or process-oriented representations often describe such elements at a
functional level but do not formally capture their semantic interdependencies. In contrast, OntoUML
enables explicit representation of how technical artifacts, organizational roles, operational events, and
ethical properties interact within the domain.

For this reason, OntoUML was adopted in this study as the semi-formal modeling language for the
proposed ontology. Its use supports semantic precision, traceability of conceptual assumptions, and
greater analytical clarity regarding automated decision-making processes and governance relationships.
Figure 1 presents the ontology of Al-enabled SOAR systems.

The ontology organizes the domain into four interrelated dimensions: technical infrastructure, opera-
tional processes, governance and supervision, and ethical consequences and risks. These dimensions are
not conceived as isolated layers but as interconnected analytical perspectives that jointly represent the
socio-technical structure of Al-enabled cybersecurity operations. The model explicitly incorporates both
structural and dynamic aspects of the domain. Structural aspects concern entities, roles, organizational
arrangements, and governance artifacts, whereas dynamic aspects concern operational events, causal
dependencies, and decision propagation across automated workflows.

'The competency questions were derived from the literature on Al governance, cybersecurity automation, and risk management,
particularly from NIST [1], OECD [19], and UNESCO governance principles [20]. These competency questions guided the
selection of concepts and relations represented in the conceptual model and were later used as analytical criteria during the
evaluation stage.
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Figure 1: Proposed ontology for ethical risk analysis in Al-enabled SOAR systems

At the center of the technical dimension, SOARPlatform serves as the orchestrating entity, integrating
heterogeneous cybersecurity tools and coordinating automated workflows. It constitutes the operational
environment within which alerts are received, playbooks are activated, decisions are produced, and
response actions are executed. The platform incorporates one or more AIModel instances, which
support or automate decision-making activities. These models are trained using the TrainingDataset,
making explicit the dependencies among data quality, model behavior, and operational outcomes. This
relation is conceptually important because it allows the ontology to capture the role of training data in
shaping inference behavior and, consequently, downstream operational consequences.

Operational activity begins with the occurrence of an Alert, representing a security-relevant event that
triggers system activity. Alerts trigger predefined Playbook structures that define response procedures
and determine how the system should react under specific operational conditions. The execution of
these workflows results in SecurityAction, which represents concrete interventions in the operational
environment. This sequence establishes a causal path from detection to response and provides the basis
for reasoning about operational dependencies, uncertainty propagation, and potential failure points.
The model’s dynamic dimension is explicitly represented through InferenceEvent and AutomationEvent.
InferenceEvent captures the analytical phase in which an Al model processes input data, such as alerts,
and produces a decision, classification, or recommendation. AutomationEvent, in turn, represents the
execution phase in which the resulting decision is translated into operational action. Explicit modeling
of these events is particularly important because it enables representation of temporal ordering, causal
dependencies, and propagation mechanisms. In Al-enabled SOAR environments, these dynamic relations
are central to understanding how inferential uncertainty, model limitations, or data-related distortions
may propagate through automated operational chains.

A central element of the ontology is the DecisionRelator. This construct provides semantic precision
and traceability by mediating the relationship among AIModel, Alert, and SecurityAction. Rather than
treating decision-making as an implicit internal process, the model reifies the decision as a contextualized
relational entity. This ontological choice is analytically significant because it enables the explicit
reconstruction of decision paths, the identification of causal dependencies, and the representation of the
contextual conditions under which operational actions were produced. From a governance perspective,
the DecisionRelator supports explainability, auditing, and post-incident analysis. In highly automated



environments, where decisions may otherwise remain opaque, explicit representation of the decision
itself becomes essential for accountability-oriented analysis.

Human participation is explicitly represented through the class Person, which may instantiate roles
such as Analyst, ModelOwner, and PlaybookOwner. These roles capture differentiated responsibilities
within the socio-technical system. An Analyst represents operational oversight and human intervention
in security processes; a ModelOwner is responsible for the development, maintenance, and governance
of Al models; and a PlaybookOwner is responsible for workflow definition, operational logic, and
response procedures. The explicit representation of these roles is particularly relevant because it makes
visible the allocation of responsibility across the operational lifecycle, thereby supporting analysis of
accountability structures, governance arrangements, and human oversight mechanisms in Al-enabled
automation contexts.

The governance dimension is further represented by Audit, ComplianceReport, and Governance-
Framework. Audit supports systematic evaluation of operational behavior and decision pathways.
ComplianceReport documents the outcomes of verification and risk assessment activities. Governance-
Framework defines the normative context within which the system operates, including organizational
policies, standards, and regulatory requirements. Together, these elements provide the institutional
context necessary for representing how automated cybersecurity operations are monitored, evaluated,
and aligned with organizational and legal expectations.

Ethical concerns are incorporated through dependent properties (modes), including Bias, Trans-
parencyLevel, and Harm. Rather than being represented as isolated attributes, these elements are
modeled as properties that inhere in other entities. This ontological treatment enables ethical risks to
be understood as emergent properties of socio-technical interactions rather than merely as abstract
external concerns. For example, Bias is modeled as a property of AIModel, reflecting the possibility
that distortions embedded in the data or model design may influence inferential outcomes. Trans-
parencyLevel expresses explainability-related characteristics of automated decision processes, whereas
Harm refers to the impacts of system actions on affected users, services, or organizational assets. This
modeling choice allows ethical risks to be analyzed as phenomena arising from the interaction among
technical components, operational conditions, organizational decisions, and affected stakeholders.

Within the proposed ontology, ethics-by-design is incorporated as an intrinsic modeling principle
rather than treated as an external normative layer. This is achieved through explicit representation of
decision-making processes, traceability of actions, allocation of responsibilities, modeling of governance
artifacts, and representation of harmful impacts. Consequently, ethical considerations are embedded
directly into the domain’s conceptual structure. This modeling strategy strengthens the analytical
usefulness of the ontology by enabling examination not only of how automated cybersecurity systems
operate, but also of how ethical risks emerge, propagate, and may be governed. A complementary
description of the modeled entities, relations, ontological stereotypes, and semantic constraints is
provided in Appendix A, which contains the corresponding descriptive table and element definitions.

6. Critical Analysis of the Model and Response to the Research
Questions

The evaluation of the proposed ontology was conducted through a critical conceptual analysis un-
dertaken as an independent methodological procedure rather than as an interpretive discussion of
results. In conceptual modeling research, critical analysis plays an important evaluative role because
it enables systematic examination of whether an artifact adequately represents the relevant entities,
relations, assumptions, and explanatory mechanisms of the target domain [10, 11]. In this study, the
analysis was guided by two complementary analytical bases. First, the ontological foundations of On-
toUML and the Unified Foundational Ontology (UFO) were adopted as conceptual criteria for assessing
semantic coherence, ontological completeness, and the adequacy of the relations represented in the
model [14, 15]. This perspective enabled examination of whether the conceptual distinctions adopted
in the ontology, such as kinds, roles, relators, events, and dependent properties, were appropriate for



representing the semantics of Al-enabled SOAR environments. Second, the analysis was informed by
governance-oriented conceptual principles derived from the literature on trustworthy and responsible
artificial intelligence. Explainability, accountability, traceability, human oversight, and risk governance
were considered as relevant analytical criteria [16, 1]. Together, these two analytical lenses provided
the conceptual basis for evaluating the adequacy of the proposed ontology and its ability to address the
research question.

The central research question of this study was which requirements an ontology for the Al-enabled
SOAR domain should satisfy to represent and support the analysis of ethical risks associated with AI-driven
automation. The critical analysis indicates that such an ontology must explicitly represent the domain’s
structural components, including technical artifacts, human actors, organizational roles, and governance
mechanisms. It must also capture the dynamic aspects of automated cybersecurity operations, including
events, causal dependencies, operational sequencing, and decision propagation. In addition, it must
explicitly represent accountability structures and traceability relations so that decision pathways,
responsibilities, and governance mechanisms become analytically visible. Finally, ethical properties and
harmful impacts must be incorporated as integral elements of the conceptual representation rather than
treated as external normative considerations. The proposed ontology addresses these requirements by
explicitly integrating technical infrastructure, operational dynamics, governance artifacts, and ethical
consequences within a single conceptual framework.

Regarding the technical risks arising from the integration of artificial intelligence and SOAR, the
analysis indicates that many risks do not emerge from isolated components but rather from interactions
among heterogeneous elements of the socio-technical system. For example, adversarial manipulation,
incomplete training data, or low-quality operational inputs may affect the behavior of an AIModel,
leading to incorrect inferences during an InferenceEvent. Once incorporated into automated playbooks,
these erroneous outputs may trigger inappropriate SecurityAction. In this way, an initial inferential
distortion may propagate through interconnected operational chains, with broader consequences.
The ontology makes this propagation analytically explicit by representing alerts, inference events,
automation events, playbooks, and resulting actions as causally related components of a structured
operational sequence. This constitutes an important contribution because it allows technical failures to
be examined not only as isolated computational errors but also as systemic mechanisms of propagation
within automated cybersecurity environments.

The critical analysis also highlights the importance of human supervision as a governance mecha-
nism. By explicitly representing the roles of Analyst, ModelOwner, and PlaybookOwner, the ontology
makes the distribution of responsibilities across the operational lifecycle visible. This representation is
conceptually relevant because governance in Al-enabled cybersecurity systems depends not only on the
quality of automated decisions but also on the institutional allocation of authority, responsibility, and
intervention capacity. This finding is consistent with the principle of human oversight emphasized in
contemporary Al governance literature, according to which automated systems should remain subject to
meaningful human intervention, particularly when decisions may generate significant organizational or
societal consequences [16]. From this perspective, the model supports the analysis of human-in-the-loop
arrangements as conceptual mechanisms for reducing excessive automation, improving organizational
control, and strengthening governance accountability.

Regarding ethical challenges, the model indicates that negative consequences may arise not only from
technical malfunctions but also from the intrinsic properties of Al systems and the socio-technical condi-
tions under which they operate. The inclusion of dependent properties such as Bias, TransparencyLevel,
and Harm enables explicit representation of how ethical risks emerge from interactions among model
behavior, operational context, organizational decisions, and affected stakeholders. This conceptual
treatment is particularly important because it avoids reducing ethical concerns to isolated attributes
of technical artifacts. Instead, ethical risks are represented as emergent properties of socio-technical
relations. This perspective is consistent with contemporary responsible Al approaches, which emphasize
that risks associated with algorithmic opacity, unfairness, and unintended harmful impacts should be
understood as socio-technical phenomena rather than merely as technical defects [1].

Another important result of the critical analysis concerns traceability and explainability. The explicit



representation of DecisionRelator, together with Audit and ComplianceReport, provides conceptual
mechanisms for reconstructing the sequence of events leading to specific automated actions. From the
perspective of governance and accountability, this capability is particularly relevant because it supports
post-incident investigation, retrospective examination of decision pathways, and regulatory verification.
In highly automated operational environments, where decisions may otherwise remain opaque, the
explicit conceptual representation of decision-making itself constitutes a significant analytical advantage.

Despite these contributions, the critical analysis also identifies important limitations. The proposed
artifact remains a semi-formal conceptual ontology and has not yet been empirically validated in
operational environments. As emphasized in Design Science Research, conceptual adequacy alone does
not guarantee practical applicability; empirical evaluation in real organizational contexts is required
[10]. In addition, cybersecurity ecosystems evolve rapidly. New attack patterns, new classes of Al
models, emerging governance requirements, and domain-specific regulatory constraints may require
future conceptual extensions. Moreover, the present study focuses on conceptual modeling rather than
computational implementation. Consequently, questions related to formal reasoning performance,
interoperability with operational security infrastructures, and integration with existing cybersecurity
knowledge bases remain outside the scope of the present work.

Overall, the critical analysis indicates that the proposed ontology provides a coherent conceptual
foundation for addressing the research question. By combining ontological rigor with governance-
oriented analytical criteria, the model enables a structured examination of how artificial intelligence,
operational automation, human responsibility, and ethical consequences interact in Al-enabled SOAR
environments. In this sense, the ontology contributes not only as a representational artifact but also
as an analytical instrument for ethical risk examination, governance-oriented reasoning, and future
empirical investigation in increasingly automated cybersecurity systems.

7. Related Work

Security Orchestration, Automation, and Response (SOAR) has been widely discussed in the cybersecu-
rity literature as an architectural and operational approach for integrating heterogeneous security tools,
automating repetitive tasks, and coordinating incident response activities within Security Operations
Centers. Existing studies generally emphasize operational architecture, workflow orchestration, alert
prioritization, and performance-related outcomes such as reduced response time, increased analyst
productivity, and improved scalability of security operations [18] [1].

These contributions provide important practical and organizational perspectives. However, most
existing representations remain predominantly architectural, process-oriented, or implementation-
driven. They typically describe tools, connectors, event pipelines, playbooks, and operational sequences,
but often do not explicitly formalize the semantic distinctions among entities, roles, events, dependencies,
and governance mechanisms. Therefore, important concepts such as automated decision-making,
accountability structures, human oversight, ethical impacts, and harmful consequences are often
implicit or represented only informally.

Recent studies addressing artificial intelligence in cybersecurity have also explored machine learning
techniques for alert triage, anomaly detection, predictive analytics, and automated incident response.
However, these studies generally focus on algorithmic performance, detection accuracy, operational
efficiency, or implementation feasibility rather than on explicit conceptual formalization of socio-
technical relationships and ethical implications [6, 1]. More specifically, the literature rarely provides
conceptual models that formally represent how Al models, automated decisions, organizational actors,
governance structures, and ethical risks interact within Al-enabled SOAR environments.

From a conceptual modeling perspective, ontology-driven approaches have increasingly been adopted
to improve semantic precision in complex socio-technical domains. OntoUML, grounded in the Unified
Foundational Ontology (UFO), has been applied in areas such as governance, enterprise architecture,
healthcare, legal compliance, and organizational modeling to explicitly distinguish kinds, roles, relators,
events, and dependent properties [14, 15].



These studies demonstrate that ontological modeling can reduce conceptual ambiguity, improve
semantic consistency, and strengthen the conceptual foundations required for communication, analysis,
and future computational implementation. The main contribution of the present study lies precisely in
advancing this perspective. Rather than proposing an additional operational or architectural represen-
tation of SOAR, this paper introduces a semi-formal conceptual ontology of Al-enabled SOAR systems
expressed in OntoUML. By grounding the model in explicit ontological categories and semantically
well-defined relations, the proposed approach reduces the interpretive subjectivity often found in
narrative, process-oriented, or purely diagrammatic representations, while providing a more rigorous
conceptual basis for analyzing governance structures, automated decision-making processes, and ethical
risks.

8. Conclusions

This paper proposed a conceptual ontology for Al-enabled SOAR systems with a particular focus
on ethical risk analysis, governance, and accountability in automated cybersecurity environments.
Grounded in an Ontology Requirements Specification Document (ORSD) and modeled in OntoUML, the
proposed artifact provides a semi-formal conceptual representation of the relationships among technical
infrastructure, operational processes, human roles, governance mechanisms, and ethical consequences.

The study contributes to the literature in two complementary ways. First, it provides a structured
conceptual representation of Al-enabled SOAR as a socio-technical system in which automated decisions
emerge from the interaction among data, models, operational workflows, human actors, and institutional
constraints. This perspective makes explicit the interconnected nature of technical, organizational,
and governance dimensions that shape cybersecurity operations. Second, by adopting an ontologically
grounded modeling language, the study introduces a level of semantic precision that is often absent from
existing architectural and process-oriented descriptions of SOAR. This enables the explicit representation
of decision traceability, accountability relations, governance structures, and ethical consequences
associated with automated security actions, thereby offering a more rigorous conceptual basis for the
analysis and governance of Al-driven cybersecurity automation.

The critical analysis conducted in this research indicates that the ontology adequately addresses
the research question by explicitly specifying the conceptual requirements for representing ethical
risks in Al-enabled cybersecurity automation. In particular, the model supports examination of how
technical failures may propagate through automated operational chains, how human oversight can
be incorporated into governance structures, and how ethical risks such as bias, opacity, and harmful
impacts may emerge from socio-technical interactions.

The study also presents limitations. The proposed artifact remains a semi-formal conceptual model
and has not yet been empirically validated in operational environments. In addition, the evolving nature
of cybersecurity ecosystems suggests that future extensions may be required to represent emerging
attack patterns, evolving artificial intelligence techniques, and domain-specific regulatory developments.

Future research may advance this work in three complementary directions. First, the ontology
may be formalized in languages such as OWL. Second, empirical validation may be conducted with
cybersecurity practitioners, auditors, and governance specialists. Third, the model may be applied in
real or simulated SOAR environments to support auditing, ethical risk assessment, governance-oriented
reasoning, and decision analysis.

Overall, the proposed ontology provides a semantically grounded conceptual foundation for un-
derstanding how artificial intelligence, operational automation, human responsibility, and ethical
consequences interact in contemporary cybersecurity environments. In this sense, it contributes to
the development of more transparent, accountable, and responsible approaches to Al-enabled security
orchestration and response.
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A. OntoUML Relationships Table

Domain Class Description Stereotype | Main Relationships
SOARPIatform Central platform responsible for orchestrating «kind» hasPart — Playbook; uses — AlModel
automation and integrating security and Al tools
AlModel Al model used for analysis, classification, and «kind» trainedWith — TrainingDataset; participates —
automated decision-making InferenceEvent; mediates (via DecisionRelator)
TrainingDataset Dataset used for training the Al model «kind» provides data to — AlModel
Playbook Automated workflow that defines incident «kind» triggers — SecurityAction; definedBy —
response actions AutomationEvent; partOf — SOARPlatform
Alert Security event or notification that initiates the «kind» triggers — Playbook; analyzedBy —
operational process InferenceEvent
SecurityAction Action executed in response to an alert «kind» executedBy — AutomationEvent; justifiedBy —
DecisionRelator
InferenceEvent Event in which the Al model analyzes an alert «event» |executedBy — AlModel; analyzes — Alert
and generates an inference
AutomationEvent Event responsible for executing automated «event» |executes — SecurityAction; definedBy —
actions Playbook
AdversarialAttackEvent Event representing attacks against the Al model «event» |targets — AlModel; mayCause — InferenceError
RiskAssessment Process for assessing risks related to the system «event» |produces — ComplianceReport; identifies —
Bias, Harm
Audit Audit event for compliance verification and «event» |verifies — GovernanceFramework; generates —
traceability AuditRecord
GovernanceFramework Governance structure that defines system rules «kind» verifiedBy — Audit
and policies
ComplianceReport Report generated from risk assessments and «kind» producedBy — RiskAssessment
audits
MitigationMeasure Measure applied to mitigate identified negative «kind» mitigates — Impact
impacts
Person Represents human agents within the system «kind» plays — Analyst, ModelOwner, PlaybookOwner,
AffectedUser
Analyst Responsible for analyzing alerts and reviewing «role» reviews — SecurityAction; investigates — Alert;
actions participates — AuditRecord
ModelOwner Responsible for Al model management and «role» responsibleFor — AlModel
performance
PlaybookOwner Responsible for playbooks and automations «role» responsibleFor — Playbook
AffectedUser User impacted by automated decisions «role» participates — Impact
DecisionRelator Entity that connects decision, model, alert, and «relator» | mediates — AIModel, Alert; justifies —
action, ensuring traceability SecurityAction
AuditRecord Audit record that links actions and responsible «relator» | mediates — AutomationEvent, Analyst
parties
Impact Relates risk events to affected users «relator» | mediates — RiskEvent, AffectedUser
Bias Represents bias present in the Al model «mode»  |inheresIn — AlModel; identifiedBy —
RiskAssessment
Transparencylevel Degree of explainability of the Al model «mode»  |inheresln — AlModel
ConfidenceScore Level of confidence associated with a decision «mode» inheresIn — DecisionRelator
Harm Represents harm caused by automated decisions| «mode» |inheresln — Impact; identifiedBy —
RiskAssessment
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